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You’re watching a major soccer final live streamed to your 
main screen when your neighbors cheer for a goal 40 seconds 
before you actually see it. This is the classic, borderline cliched 
conundrum routinely trotted out to illustrate how the user 
experience is spoiled when viewing live content OTT.

The question is, why has this problem not yet been solved?

It is even more of a puzzle when you consider that the 
technologies exist to deliver streamed content live at scale and 
with a latency on par with that of traditional broadcast.

Why is this still happening today? Many technology companies 
have announced solutions for OTT low-latency streaming over 
the past few years, but viewers still face the same issue.

Despite the growing popularity of streaming services, reducing 
OTT latency remains both a challenge for content providers, 
broadcasters and service providers, and a major source of 
frustration for audiences. Is there a way to efficiently deliver 
lower latency at a large scale while preserving visual quality? Is 
low latency realistically achievable today in production?

The answer is an emphatic yes! Low-latency OTT is not just 
theoretical: it is live.

In this white paper, we will look into what has been blocking 
low latency—and how to finally remove those barriers. We’ll also 
take a look at further enhancements that are expected soon to 
make low latency even simpler to deploy, and to enhance its 
value.
 
We will show how you can reach the promised five-second 
range latency by relying on Ateme’s end-to-end OTT video 
delivery—today.

INTRODUCTION

What is latency anyway? 

Before we start, let’s define latency. Latency is the time it takes for video content to 
go from the camera to your screen. This delay is introduced by the different stages 
required to process and deliver video content within the streaming pipeline. Some 
components are already operating very close to their physical limit, i.e. the speed of 
light, with sub-millisecond processing delays at the sending and the receiving end. 
Other components, such as the video encoder, come in different versions, many of 
which include low-latency options to reduce the delay between the last input pixel and 
the first encoded byte. 

Typical broadcast linear stream delay ranges anywhere from five to ten seconds, whereas 
OTT multi-screen video delivery has historically been anywhere from 30 seconds to over 
60 seconds, depending on the viewing device and video workflow used. This is why, 
when you’re watching soccer on your second screen (or main-screen connected TV), 
you see the goal 30-40 seconds after your neighbor who’s watching the same game on 
a DTT TV set.

The challenge for the industry is to reduce this latency at scale to a range closer to linear 
broadcast latency. We are focused in this white paper on the use cases for which the 
target latency of the live stream is on par with broadcast. In other words, in the 5-second 
range.

Latency is a critical issue for the viewer in terms of Quality of Experience, but achieving 
very low latency at the expense of poor picture quality won’t work either. While 
addressing low latency throughout the chain, it is crucial not to take your eye off the 
ball and introduce any drop in picture quality. 
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A: THE UNEQUAL SPEEDS OF LOW-LATENCY 
DEVELOPMENT

The two most widely used formats for multimedia streaming are Dynamic 
Adaptive Streaming over HTTP (DASH) and HTTP Live Streaming (HLS). 
DASH is developed by MPEG while HLS is principally driven by Apple for 
its ecosystem. While both deliver data in a similar manner, they are not 
compatible with one another. To deliver the same source audio and video 
data in both formats, it is necessary to store it twice in the Content Delivery 
Network (CDN) cache servers and stream it twice in slightly different 
representations. 

The Common Media Application Format (CMAF), standardized in 2018 by 
MPEG and initiated in 2016 by Microsoft and Apple, solved this issue by 
making MPEG-DASH workable and interoperable with HLS. Wrapped in 
a CMAF container, the encoded data needs to be stored and streamed 
only once. This reduces storage and reduces bandwidth, meaning the only 
difference between HLS and DASH is the manifest (the file format), while 
the media itself remains the same.

Low latency and CMAF

When live streaming in either format, media is sent in segments that are 
each a few seconds (two to six seconds) long. This inherently adds a few 
seconds of delay from transmission to playback as the segments must be 
encoded, packaged, delivered, downloaded, buffered, and then rendered 
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by the player client. So segment size has a critical impact on the minimum 
delay to do all this.

To speed up video delivery, other features were included in the CMAF 
standards recommendation—chiefly Chunk Transfer Encoding (CTE), which 
is part of http/1.1 specifications. This entails dividing segments into smaller 
units or ‘chunks’ of a few hundred milliseconds (typically 500 ms). This low-
latency mode within CMAF enables the origin/packager to progressively 
build and deliver the segments and the receiver (the player) to progressively 
request and build media content instead of waiting for the full segment 
to become available. Each chunk can be delivered after a few hundred 
milliseconds and the player can start displaying the content with only a few 
chunks of buffering. The process significantly reduces latency.

CTE was first implemented in DASH as Low Latency DASH (LL-DASH) in 
2017, but implementation in HLS was delayed, which had the overall 
impact of stalling market adoption of low-latency protocols. Operators 
were understandably reluctant to deploy a solution that would create an 
unequal viewing experience for customers, depending on their devices. 
Implementing low-latency versions only on DASH (covering all Android 
devices) would have meant that customers with iOS devices (and some 
other devices relying on HLS) would have been locked out of the low-latency 
experience.

Apple responded in 2019 with a low-latency solution for HLS that, while 
backward compatible with devices running the original HLS, required the 
use of http/2 Push functions which was not standard in CDN architecture 
and therefore not supported by most of them. Many tech vendors were 
not prepared to overhaul their systems to accommodate Push features and 
declared the design of LL-HLS to be unsuitable for scaling. Few decided to 
adopt it and the growth of low-latency protocols was once again stalled.

Fortunately, Apple listened to them and, at the beginning of 2020, released 
a new version of LL-HLS specifications, which removed the requirement for 
http/2 Push, making it compatible with standard pull architecture  from the 
origin server for OTT delivery. This has simplified the deployment of the 
technology by easing compatibility with LL-DASH. 

Finally, the market conditions were ready for low-latency streaming to take 
off at scale.
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Achieving low latency traditionally required investing in different workflows: 
one for HLS and one for DASH. This meant increased complexity and 
correspondingly hefty upfront investments.

The introduction of the new version of LL-HLS means the entire market 
can, for the first time, take advantage of the Just-in-Time (JIT) packaging for 
both Low-Latency DASH and Low-Latency HLS, as well as standard latency 
versions of these protocols, making it possible for operators to achieve low 
latency using existing workflows.

Explaining Ateme JIT Packaging

Ateme introduced the JIT concept a decade ago. Its elegance and 
effectiveness has seen JIT become a standard reference architecture for 
OTT delivery as it allows significant storage savings at the origin server, 
optimized CDN traffic, and future-proof platforms.

The Ateme NEA-Live® JIT packager builds on this industry-leading concept 
by offering production-grade low latency in pull mode for both HLS and 
DASH. These updates make Ateme the first to bring to market a low-latency 
JIT packager—a complex technical challenge that Ateme has overcome 
using its own patented technology.

The latest enhancements to NEA-Live have huge implications for streaming 
service providers. They can now use the packager to deliver live streaming 
content in low-latency mode, while also enjoying the greater efficiencies 
of JIT packaging in pull mode, where only the format needed for the 
requesting device is created and delivered. Moreover, they can use the 
same workflow for more typical OTT services—including time-shifted TV, 
start-over capabilities, and VOD, on any device. Viewers can therefore enjoy 
a range of high-quality experiences, while OTT streaming service providers 
enjoy more efficient, less complex operations.

Since content is packaged only in the required formats, both processing 
and storage requirements are reduced. This equates to the use of fewer 
servers and lower energy consumption, leading to lower operational costs 
and an improved environmental footprint.

Where operators were reluctant to invest in technologies that would only 
serve one half of the market, now with Ateme’s low-latency JIT packager, 
serving the entire market has become much easier and more cost effective, 
since traditional workflows can be used to achieve low latency.

One of Ateme’s major customers in Europe, Canal+, recently took advantage 
of its existing NEA-Live platform to enable low-latency packaging, making 
it available at scale for its subscribers. As a result, the subscribers were able 
to enjoy low latency on UHD content for some major sports events recently 
(soccer, formula one, rugby, etc.).
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Packaging is critical to achieving low latency, but it is not the only component 
in the video-delivery chain that can introduce latency. From encoders to 
packagers to CDN, each step needs to be considered for further optimization. 

The main steps in the workflow (and standard latencies for each) are:
 
   Encoder - Processing latency for optimum video quality: ~2-5 seconds  
   OTT packager - Bufferizes to create OTT segments: ~2-10 seconds 
   CDN and origin: ~200 milliseconds  
   Player - Bufferizes for resilience: ~30+ seconds 

Analysis shows that while the encoder and the CDN seem to have a lower 
impact, most latency comes from buffering in the player application in the 
viewer’s device and the HLS or DASH packaging operation. Driving down 
OTT latency requires an end-to-end strategy with every stage having its role 
to play.

Video encoding 

Many encoding technologies offer some form of latency optimization. The 
aim must be to minimize latency while maximizing video quality, even with 
4K HDR content. The encoder needs to ingest source streams and produce 
the right size of chunks and segments that can then be uploaded to the 
origin server for delivery.

Ateme keeps latency at a minimum while maintaining a high-quality viewing 
experience by using Artificial Intelligence to minimize the latency of the 
lookahead, which determines how many bits an image would require. 
Furthermore, with artificial intelligence we further reduce the bitrate, in order 
to achieve the same visual quality for OTT and over-the-air distribution. This 
allows us to maintain the high quality of the signal while offering the flexible 
viewing experience provided by OTT.

CDN and Origin

The latency on the CDN may be minimal, however you need to make sure 
the CDN complies with LL-HLS or LL-DASH—and ideally both. Optimizing 
the CDN is related to the ability to perform progressive delivery of the 
segments and, using an engine such as Ateme’s NEA-Live JIT packager, to 
package on the fly for the CDN to deliver the stream even as it is being built.

C: EVERY STEP MATTERS

C: EVERY STEP MATTERS

There are two aspects to this process:
1. DASH: The CDN needs to support Chunk Transfer Encoding (CTE) 
2. HLS: The CDN needs to support http/2

Low latency could be impeded if the CDN does not support either of these. 

Scalability

It is also necessary that the CDN can easily and quickly scale. This is not just 
a matter of bandwidth capacity, but of having the functionality to manage a 
high volume of simultaneous requests.

This is because an implementation of low-latency HLS will increase the 
number of http requests on the CDN. Instead of one request per six-second 
segment, you have one request for each chunk that is part of the segment. 
This chunk might be only 500ms, which means 12 x http requests are needed 
to receive exactly the same content. This will impact the ability to deliver low 
latency at scale by adding load on the CDN. 

CDN technologies should be capable of handling this load across the 
network in order to scale with demand—or low latency will be impeded. 
They must support CTE and Http/2. 

Scalability is also a matter of being able to adapt the delivery capabilities 
of the CDN fast enough when traffic is increasing. This is where the concept 
of “Elastic CDN,” introduced by Ateme a few years ago, is critical: operators 
need to be able to increase streaming capacity quickly during prominent 
events that generate traffic peaks. 

Ateme’s NEA-CDN® solution supports all these functionalities at a level of 
performance that enables low-latency deployment at scale, relying on fully 
virtualized software technology that provides the elasticity needed to scale 
rapidly.

Player

The player is the last brick in the delivery workflow. It needs to optimize start 
behavior and balance buffering and playback rate to enable download and 
rendering to always cleave as close as possible to live time.

In previous OTT workflows, the player had to buffer two to three segments 
before it could start to play the video. If the segments were six seconds, this 
entailed a delay of at least 12 seconds before the video could start to play.
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To attain low latency, it is important to ensure that the player fully supports 
LL-HLS and LL-DASH. Doing so will reduce delay from the player down to 
about two seconds from the previous 10-15 seconds.

In sum, the ability to optimize encoding parameters, reduce packaging 
delay, accelerate CDN delivery, and reduce buffering in the player should 
be applicable to both DASH and HLS.

Alternative low-latency protocols

It’s important to set the right expectation regarding latency. As a reminder, 
we are focused here on the use cases for which the target for low latency is 
on par with broadcast. In other words, in the 5-second range.

For other use cases, for example, sports betting, videoconferencing and in-
stadium broadcasting (where spectators at an event can watch additional 
content from the game on their device), this range will be inadequate. The 
target will be around one second or below for these interactive applications 
for which there are alternative protocols.

However, the protocols targeting these sub-second applications do not 
necessarily scale well. They tend to be proprietary and therefore expensive 
to implement and license, and are not available in all devices. For example:

While specific point solutions exist to reduce latency at every stage of the 
workflow, it can be complicated, time consuming, and expensive to integrate 
many disparate components in an end-to-end process.

Even when selecting tools and solutions based on industry standards, 
a further degree of optimization and fine tuning can be achieved on 
integration to ensure that all components have been thoroughly tested 
working together. 

Ateme has removed this barrier by ensuring that its low-latency solution 
operates harmoniously with the vendor ecosystem. Ateme’s solution 
adheres to industry standards and has been tested and validated with 
multiple open-source and commercial players to ensure that the end-to-
end solution works and effectively drives down latency. 

An end-to-end low-latency solution supporting http 1.1 (for CMAF LLC) and 
http 2 (for LL-HLS) from Ateme would deliver the following:

D: HARMONIZING INTEGRATION

12

WebRTC is not http based and not easily scalable (it’s optimized for 
less than 10,000 viewers) and is more suitable for video conferencing  
RTMP is a legacy protocol which is no longer being evolved (for instance, 
it is no longer supported by Adobe)
SRT addresses the market for high-quality contribution and primary 
distribution but is implemented in very few players and is not designed 
for mass streaming OTT to millions of users.

OTT encoder (TITAN): 1.5 to 2 seconds
OTT pull packager (NEA-Live): 0.04 to 1 second
CDN (NEA-CDN): negligible
Player (third party): ~2 seconds
Camera-to-display total of less than five seconds
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FURTHER 
ENHANCEMENTS

Reducing the network 
load

As we have seen, implementing 
low latency with DASH and HLS 
protocols today means loading the 
network with http requests, which 
can have a negative impact on 
overall performance and therefore 
on the viewer’s experience. If the 

network is saturated, it won’t deliver 
the best quality video to the viewer.

Tackling this head-on is a technique 
called Byterange. This has been 
designed to limit the number of 
requests sent to the CDN. Instead of 

having the CDN request multiple (e.g. 12 x 500ms) chunks per segment, 
the idea is to issue one request for all of the chunks at the beginning of the 
segment for the CDN to send when ready. 

A Byterange might appear as a playlist in the form of a byte range 0-1000, 
followed by 1001-2000, and so on. By determining in advance which 
Byteranges should be delivered, the player can send just one request 
instead of a sequence of requests. This limits the number of http requests, 
frees up some bandwidth, and makes interaction between the player and 
the CDN considerably more efficient. Moreover, as delivery would work the 
same way for both HLS and DASH, it makes it possible to perform media 
chunk sharing between the two protocols, which will effectively halve the 
network bandwidth.

Byterange can enable a single segment request, while also enabling low-
latency DASH in chunk transfer encoding.

Dynamic Ad Insertion

Managing Dynamic Ad Insertion (DAI) with low-latency streams is a difficult 
challenge, but one that many customers are interested in solving. There is 
pent-up demand for a solution that optimizes low latency with DAI. 

It’s easy to see why. Events where low latency is highly relevant, such as live 
sports, attract large audiences and, consequently, high-value ad inventory. 
Being able to insert advertising on a geographic, demographic, postcode 
or personalized basis on the fly would generate even greater monetization 
opportunities.

Ateme has all the different components to deliver low-latency streams and 
all the technologies required for DAI. The key here is Manifest Conditioning—
the ability in the Origin packager to indicate where an ad break starts and 
finishes.

By tagging the Manifest we can replace the original content in the live 
stream with specific segments targeting a specific user. This will potentially 
generate one manifest per user (in which the manifest will point to different 
ad content per user).

SECTION 2



Viewers expect to be able to watch live streaming video as 
close to real time as possible on any screen. Low latency has 
been theoretically possible for a while now—and many vendors 
have been making lots of claims about it. Yet, in practice, very 
few low-latency solutions have actually been deployed.

The main blockers to this have been:

CONCLUSION

*For more information on deployments, see “Adoption and Deployment of Internet Streaming 
Video Technologies,” produced by CMAF Industry Forum and supported by Consumer 
Technology Association (CTA): https://shop.cta.tech/collections/standards/products/adoption-
and-deployment-of-internet-streaming-video-technologies 

If you want your viewers to enjoy 
broadcast-level latency at scale, get in 
touch to find out how we can help. 
Contact sales@ateme.com. 

Low latency has been available only on Android devices 
because it was only possible using DASH. Now that low 
latency is possible in HLS, all screens can be addressed.
The cost and complexity of adding an extra workflow. With 
Ateme’s low-latency JIT packager (for both HLS and DASH), 
it is now possible to achieve low latency using existing 
workflows.
Readiness of the whole delivery chain—from encoders 
to packagers to CDN, which must support a much larger 
number of requests, as well as chunk transfer encoding and 
http 2. 
The complexity, time and cost of integrating different point 
solutions to work together to reduce latency overall. With 
Ateme’s end-to-end video-delivery solution pre-integrated 
and tested with the main players in the ecosystem, low 
latency is now an off-the-shelf solution.

In parallel, we have also worked on other optimizations, such 
as Byterange packaging, to reduce the number of requests 
needed by the player and further improve the user experience 
while minimizing the network load.

Further enhancements are coming to make the prospect of 
low latency even more attractive, to monetize popular sporting 
events with targeted advertising, and to synchronize all devices 
for a seamless experience between screens.

The outcome is that today, you can reach the promised five-
second latency by relying on Ateme’s end-to-end OTT video 
delivery. And while some of our customers had already 
deployed such services in LL-DASH, they can now add 
Low Latency HLS to provide a perfect user experience to 
everyone.*

Delivering low-latency live streams is essential for high-value 
content such as live sports. The technology is primed and 
ready for OTT providers to offer audiences the quality of 
experience and services that they have come to expect from 
broadcast TV. 
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